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Abstract

We presenta systematiccomparisonof machine learning
methodsappliedto theproblemof fully automaticrecogni-
tion of facial expressions,includingAdaBoost,supportvec-
tor machines,andlinear discriminantanalysis.Eachvideo-
frameis �r st scannedin real-timeto detectapproximately
upright-frontal faces. Thefacesfoundare scaledinto im-
age patchesof equal size, convolvedwith a bank of Ga-
bor energy �lter s, and thenpassedto a recognition engine
thatcodesfacial expressionsinto 7 dimensionsin real time:
neutral, anger, disgust,fear, joy, sadness,surprise. We re-
port resultson a seriesof experimentscomparingspatial
frequencyranges,feature selectiontechniques,and recog-
nition engines. Bestresultswere obtainedby selectinga
subsetof Gabor �lter s using AdaBoostand then training
SupportVector Machineson the outputsof the �lter s se-
lectedbyAdaBoost.Thegeneralizationperformanceto new
subjectsfor a 7-wayforcedchoicewas93%or morecorrect
ontwopubliclyavailabledatasets,thebestperformancere-
portedsofar on thesedatasets.Theoutputsof theclassi�er
changesmoothlyasa functionof timeandthuscanbeused
for unobtrusiveexpressiondynamicscapture. Wedeveloped
an end-to-endsystemthat providesfacial expressioncodes
at 24 framesper secondand animatesa computergener-
atedcharacter. In real-timethis expressionmirror operates
downto resolutionsof 16 pixels from eye to eye. We also
appliedthesystemto fully automatedfacial actioncoding.

1. Intr oduction
We presentresultson a user independentfully automatic
systemfor realtime recognitionof basicemotionalexpres-
sionsfrom video. Thesystemautomaticallydetectsfrontal
facesin thevideostreamandcodeseachframewith respect
to 7 dimensions:Neutral,anger, disgust,fear, joy, sadness,
surprise.Weconductedempiricalinvestigationsof machine
learningmethodsappliedto this problem,including com-
parisonof recognitionengines,featureselectiontechniques,
spatialfrequency ranges,andmethodsfor multiclassdeci-
sionswith binaryclassi�ers. Bestresultswereobtainedby
selectingasubsetof Gabor�lters usingAdaBoostandthen
trainingSupportVectorMachineson theoutputsof the �l-
tersselectedby AdaBoost.The combinationof AdaBoost
andSVM's enhancedboth speedandaccuracy of the sys-
tem. Thesystempresentedhereis fully automaticandop-

eratesin real-timeatahigh level of accuracy (93%general-
izationto new subjectsona7-alternativeforcedchoice).

2. Facial ExpressionData
The facial expressionsystemwas trained and testedon
Cohn and Kanade's DFAT-504 dataset[15]. This dataset
consistsof 100universitystudentsrangingin agefrom 18to
30 years.65%werefemale,15%wereAfrican-American,
and3%wereAsianor Latino. Videoswererecodedin ana-
log S-videousinga cameralocateddirectly in front of the
subject.Subjectswereinstructedby anexperimenterto per-
form a seriesof 23 facialexpressions.Subjectsbeganand
endedeachdisplaywith a neutralface.Beforeperforming
eachdisplay, an experimenterdescribedand modeledthe
desireddisplay. Imagesequencesfrom neutralto targetdis-
play weredigitized into 640by 480pixel arrayswith 8-bit
precisionfor grayscalevalues.

For our study, we selectedthe 313 sequencesfrom the
datasetthat were labeledas one of the 6 basicemotions.
Thesequencescamefrom 90subjects,with 1 to 6 emotions
per subject. The �rst and last frames(neutraland peak)
wereusedastraining imagesandfor testinggeneralization
to new subjects,for a total of 625 examples. The trained
classi�erswerelaterappliedto theentiresequence.

2.1 Real-timeFaceDetection

We developeda real-timefacedetectionsystemthat em-
ploys boostingtechniquesin a generative framework [11]
andextendswork by [28]. Enhancementsto [28] include
the useof continuousnon-lineartransferfunctionsrather
thanbinary thresholdfunctions,smartfeaturesearch,and
a novel cascadetrainingprocedure,combinedin a genera-
tive framework. Sourcecodefor thefacedetectoris freely
availableat mplab.ucsd.edu.Thefacedetectorwastrained
on 5000facesandmillions of non-facepatchesfrom about
8000imagescollectedfrom thewebby CompaqResearch
Laboratories.Accuracy on the CMU-MIT dataset,a stan-
dard public dataset for benchmarkingfrontal facedetec-
tion systems,is 90%detectionsand1/million falsealarms,
whichis state-of-the-artaccuracy. TheCMU testsethasun-
constrainedlighting andbackground.With controlledlight-
ing andbackground,suchasthefacialexpressiondataem-
ployedhere,detectionaccuracy is muchhigher. Thesystem
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presentlyoperatesat 24 frames/secondon a 3ghzPentium
IV for 320x240images.

All facesin theDFAT-504datasetweresuccessfullyde-
tected. The automaticallylocatedfaceswere rescaledto
48x48pixels. The typical distancebetweenthe centersof
theeyeswasroughly24 pixels. Many otherapproachesto
automaticfacialexpressionrecognitionincludeexplicit de-
tectionandalignmentof internalfacial features.We found
that further registrationbasedfacial featureswasnot nec-
essaryfor this task,thusproviding considerablesavings in
processingtime, without sacri�cing performance.The im-
ageswereconvertedinto aGabormagnituderepresentation,
usinga bankof Gabor�lters at 8 orientationsand5 spatial
frequencies(4:16pixelspercycleat 1/2octavesteps)[18].

3. Facial ExpressionClassi�cation
We �rst examinedfacialexpressionclassi�cationbasedon
supportvectormachines(SVM's). SVM's arewell suited
to this task becausethe high dimensionalityof the Gabor
representationO(105) doesnot affect training time, which
dependsonly on the numberof training examplesO(102).
The systemperformeda 7-way forcedchoicebetweenthe
followingemotioncategories:Happiness,sadness,surprise,
disgust,fear, anger, neutral.

3.1. Strategies for multiclass decisionswith
SVM' s

Supportvectormachinesmake binarydecisions.Thereare
a numberof methodsfor makingmulticlassdecisionswith
a setof binary classi�ers. (See[14] for a review). Here,
the seven-way forcedchoicefor six emotionsplus neutral
was trainedin two stages. In stageI, supportvectorma-
chinesperformedbinarydecisiontasks.We exploredthree
approachesto training binary decisions: one-versus-one,
one-versus-all,andall possiblepartitions.StageII converts
the representationproducedby the �rst stageinto a proba-
bility distribution over thesevenexpressioncategories.To
this effect,we have implementedandevaluatedseveralap-
proaches:K-nearestneighbor, a simplevoting scheme,and
multinomiallogistic ridgeregression.

I. Partitioning into binary decisions. Therearea num-
berof strategiesfor partitioningtheclassi�cationtaskinto
binarydecisions.Thesimpleststrategy is to train 1 versus
all. Pairwisepartitioningstrategieshavebeenadvocatedby
[17] and[24], whereasothers(e.g. [7]) advocateexploring
thespaceof all possiblepartitions.

For pairwisepartitioning (1:1), SVM's were trainedto
discriminateall pairsof emotions.For sevencategoriesthat
makes21 SVM's. In 1:1 partitioning,thenumberof train-
ing samplesfor eachSVM mayberelatively small. If some
subjectsperformedsomeexpressionsandnot others,asin
this dataset,identity signalscaninterferewith the learning
of expression.To avoid this,wetrainedonidentity-matched
pairs,wherefor example,the happy vs. surpriseSVM is
trainedon only thosesubjectswho gave samplesof both
happinessandsurprise. An alternative to training SVM's

to discriminateeachpair of emotionswas to train SVM's
to discriminateone emotion from everything else (1:all).
This strategy employed a larger numberof training exam-
ples,626, which diluted identity effects. An extensionof
the 1:all approachwas to considerall possiblenon-trivial
binary partitionsof the classes.With 7 classes,thereare
seven 1:6 classi�ers, twenty one 2:5 classi�ers and thirty
� ve3:4classi�ers.

II. Combining outputs of multiple binary classi�ers. In
thesystempresentedhere,theSVM outputswerecombined
to make a 7 alternative forcedchoice. The mostcommon
way to combineSVM outputsfor multiclassdecisionsis
by voting. This procedurecountsthe numberof stage1
classi�ersalignedwith eachemotion. For example,if one
SVM indicateshappinessandnot surprise,happinessgets
+1 andsurprisegets-1. Thesevotesaresummedover all
of the SVM's. Softmaxensureseachclassis allocateda
numberbetween0 and1, with unit sumover classes.We
alsoexploreda variationon voting which usesthe sumof
theclassi�er margins,which aretypically clusteredaround
+1 or -1, insteadof thebinaryoutputs.Thisvariationmade
little difference,and the voting resultspresentedhereuse
binaryoutputs.

Wecomparedvotingtonearestneighbor, andtoalearned
mapping basedon multinomial logistic ridge regression
(MLR). In nearestneighbor, the continuousSVM out-
put (the margin) for each of the n SVM's gives an n-
dimensionalpatternvector. The testimageis assignedthe
classof thetraining imagewith theshortestEuclideandis-
tancebetweentheirpatternvectors.MLR learnstheweight
matrix that mapsthe outputsof Stageoneclassi�ers onto
the 7 emotions.MLR is a maximumlikelihoodapproach,
which is equivalentto asinglelayerperceptronwith weight
decayandwith SoftMaxcompetitionbetweentheoutputs.
SVM's arein somesensethe limiting caseof MLR asthe
ridge term goesto zero. The regressionwasimplemented
usingtheNewton-Raphsonmethodanda ridgetermcoef�-
cientof 0:001. Theadvantageof thisdata-dependentsecond
stageis that it could learncommonconfusionsandbiases
which leadto errorsin adirectvotingsituation.

Nnbr Voting MLR

linear 1:1 82.7 81.6 85.8
SVM's 1:all 81.6 86.2 87.5

all poss. 83.0 87.2 89.4

nonlinear 1:1 83.2 82.9 86.1
SVM's 1:all 81.4 88.0 89.8

all poss. 85.1 89.9 90.4

Table1: Comparisonof strategiesfor multiclassdecisionsusing
SVM's.

Results Generalizationto novel subjectswastestedusing
leave-one-subject-outcross-validation.Resultsaregivenin
Table1. Linear, polynomial,andRBF kernelswith Lapla-
cian and Gaussianbasisfunctionswere explored. Linear
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andGaussianRBFkernelsperformedbestandarepresented
here. The latter showed very low sensitivity to Gaussian
width parameter� � root meansquarepair-wisedistances.
Thesoftmarginapproach,allowing sometrainingexamples
to lie within themargin,wasnotused,sinceit wasnotfound
to improvegeneralization.

For StageI, partitioning the classi�cation task into bi-
narydecisions,1:all usuallyoutperformed1:1 partitioning,
andall possiblepartitionsgave the bestperformance.Of
theStageII strategiesfor combiningtheoutputsof multiple
SVM's into a 7-way forcedchoice,MLR wassubstantially
betterthannearestneighbor(5.3 percentagepoints). Vot-
ing wasslightly but consistentlylesseffective thanMLR,
typically 1.3percentfor 1:all andall partitions.

For thecomparisonsin thesubsequentsections,1:all par-
titioning followedby voting wasemployeddueto training
speed.Theoptimalstrategiesdeterminedin thissection(all
possiblepartitionsandMLR) will bereintroducedin the�-
nal system.

3.2. SVM' s and Adaboost
SVM's andAdaboostareboth well suitedto the tasksde-
scribedin this paper, becausethey cancopewith very large
representationspace,they generalizewell, perform deci-
sionsin real-timeandaresimpleto train. Herewe review
the similarities betweenSVM's andAdaboost,as well as
show wherethetwo algorthmsdiverge.

SVM's andAdaboostareboth large margin classi�ers.
Thetwo approachescanbethoughtof asmaximizingamar-
gin thatdependsontheweights� andthehypothesesh [12],
althoughAdaboostdoesnotusuallyattainthemaximum.In
bothclassi�ers,themargin is of thefollowing form:

max
�

min
i

(�: h(x i ))yi

k� kkh(x i )k
(1)

wherex i andyi aretheinputandlabelfor trainingexample
i.

Onedifferencebetweentheclassi�ers is that thenorms
in thedemoninatorof Equation1 are2-normsfor thestan-
dardform of theSVM, whereasfor Adaboostthereis a 1-
normof � andanin�nity normof h. In a high dimensional
space,thesedifferencescould lead to large differencesin
performance.

Therearetheoreticalupperboundson thegeneralization
errorsfor theseclassi�ers, ([12],[4]). In practicehowever,
the empirical errorsare well below theseboundsand the
theoreticallimit doesnot predictwhich classi�er will work
bestin a givenappliedsetting.

The two approachesboth concentrateon borderlineex-
amples,examplesthat are more dif�cult to classify, al-
thoughthey may differ somewhat in which examplesare
consideredborderline. In SVM's thedecisionboundaryis
de�ned by thosetrainingexampleswhich areclosestto the
separatinghyperplane,andwhich canbe thoughtof asthe
mostdif�cult to classify. In Adaboost,themisclassi�edex-
amplesareboostedrelative to the othertraining examples
duringlearning.However, SVM selectsparticularexamples
(supportvectors)while adaboostselectsfeatures.

WecomparedSVM'sto Adaboostonthetaskof emotion
classi�cation. Thefeaturesemployedfor theemotionclas-
si�er weretheindividualGabor�lters. Therewere5 spatial
scales(4:16pixelspercycle),8 orientations,and48x48im-
agelocations,giving 5x8x48x48=92,160 possiblefeatures.
A subsetof thesefeatureswaschosenusingAdaboost.On
eachtraininground,theGaborfeaturewith thebestclassi�-
cationperformancefor thecurrentboostingdistributionwas
chosen.Theperformancemeasurewasa weightedsumof
errorson a binary classi�cation task,wherethe weighting
distribution (boosting)wasupdatedat every stepto re�ect
how well eachtrainingvectorwasclassi�ed. Adaboosthad
an externalparameterconsistingof thenumberof training
roundsfor eachemotion.Wechosethisparametersuchthat
therewasno trainingerrorandthegeneralizationerrorwas
�at. (seeFigure1). The union of all featuresselectedfor
eachof the 7 emotionclassi�ers resultedin a total of 538
features.Whenwe increasedthenumberof thenumberof
frequeniesfrom 5 to 9 in Section3.3, the total numberof
selectedfeatureswas900.

Classi�cationresultsaregivenin Table2. Thegeneral-
izationperformancewith Adaboostwascomparableto lin-
earSVM performance.Adaboosthada substantialspeed
advantage,asshown in Table3. Therewasa 170-fold re-
duction in the numberof Gabor�lters used. The convo-
lutions werecalculatedin pixel space,ratherthanFourier
spacewhich reducedtheadvantageof featureselection,but
it neverthelessresultedin a substantialspeedbene�t.

a. Numberof features b. Numberof features

Figure1: Stoppingcriteria for Adaboosttraining. a. Outputof
oneexpressionclassi�er duringAdaboosttraining. Theresponse
for eachof thetrainingexamplesis shown asafunctionof number
featuresastheclassi�er grows. b. Generalizationerrorasa func-
tion of thenumberof featureschosenby Adaboost.Generalization
errordid not increasewith 'overtraining'.

3.3 Combining featureselectionby Adaboost
with classi�cation by SVM' s

SVM'shavebeenshown to performbetterwhenthefeature
spaceis dense,meaningthateachfeatureis highly relevant
to theproblem[25]. We exploredtrainingSVM classi�ers
onthefeaturesselectedbyAdaboost.Adaboostisnotonlya
fastclassi�er, it is alsoafeatureselectiontechnique.An ad-
vantageof featureselectionby Adaboostis thatfeaturesare
selectedcontingenton the featuresthat have alreadybeen
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Figure2: SVM's learnweightsfor the continuousoutputs
of all 92160Gabor �lters. AdaBoostselectsa subsetof
featuresand learnsweightsfor the thresholdedoutputsof
those�lters. AdaSVM's learnweightsfor the continuous
outputsof theselected�lters.

selected.In featureselectionby Adaboost,eachGabor�l-
ter is a treatedasa weakclassi�er. Adaboostpicksthebest
of thoseclassi�ers,andthenbooststheweightson theex-
amplesto weighttheerrorsmore.Thenext �lter is selected
astheonethatgivesthebestperformanceon theerrorsof
the previous �lter . At eachstep,the chosen�lter can be
shown to be uncorrelatedwith the output of the previous
�lters [13, 12].

SVM's were trained on the featuresselectedby Ad-
aboost. Whenwe trainedSVM's on the thresholdedout-
putsof theselectedGaborfeatures,they performedno bet-
ter than Adaboost. However, we trained SVM's on the
continuousoutputsof the selected�lters. We informally
call thesecombinedclassi�ers AdaSVM. AdaSVM's out-
performedstraightAdaboostby 3.8 percentpoints,a dif-
ferencethat was statisticallysigni�cant (z=1.99,p=0.02).
AdaSVM's outperformedSVM's by anaverageof 2.7per-
centpoints,animprovementthatwasmarginally signi�cant
(z = 1.55,p = 0.06). AdaboostandAdaSVM's aremuch
fasterin application.

! kernel Adaboost SVM AdaSVM

4:16 Linear 87.2 86.2 88.8
4:16 RBF 88.0 90.7
2:32 Linear 90.1 88.0 93.3
2:32 RBF 89.1 93.3

Table 2: Leave-one-outgeneralizationperformanceof Ad-
aboost,SVM's andAdaSVM's (48x48images). ! : Gaborwave-
lengthrange,sampledat 0.5octave intervals.

Distrib ution of spatial fr equenciesselectedby Adaboost.
The Gaborfeaturesselectedby AdaBoostprovide onein-
dication of the spatial frequenciesthat are important for
this task. Figure 3 shows the numberof chosenfeatures

SVM Adaboost AdaSVM
Lin RBF Lin RBF

Time t t 90t 0.01t 0.01t 0.0125t
Time t0 t 90t 0.16t 0.16t 0.2t
Memory m 90m 3m 3m 3.3m

Table3: Processingtime andmemoryconsiderations.Time t0

includestheextra time to calculatetheoutputsof the538Gabors
in pixel spacefor AdaboostandAdaSVM,ratherthanthefull FFT
employedby theSVM's.

at eachof the 5 wavelengthsused. Examinationof this
frequency distribution suggestedthata wider rangeof spa-
tial frequencies,particularlyin thehighspatialfrequencies,
couldpotentiallyimproveperformance.Indeed,by increas-
ing from 5 to 9 spatial frequencies(2:32 pixels per cy-
cle at 0.5 octave steps),performanceof the AdaSVM im-
proved to 93.3% correct. (SeeTable 2.) At this spatial
frequency range,theperformanceadvantageof AdaSVM's
was greater. AdaSVM's outperformedboth AdaBoost
(z=2.1, p=.02) and SVM's (z=2.6, p< .01). Moreover, as
theinput sizeincreases,thespeedadvantageof AdaSVM's
becomeseven moreapparent.The full Gaborrepresenta-
tion was 7 times larger than before,whereasthe number
of Gaborsselectedby Adaboostonly increasedby a factor
of 1.7. This systemobtained93.3%accuracy on a user-
independent7-alternative forced choice. Previously pub-
lishedresultsonthisdatabasewere80-88%(e.g.[3, 29, 6]).
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a. 5 Gaborfrequencies b. 9 Gaborfrequencies

Figure 3: Frequency distribution of featuresselectedby Ad-
aboost.y-axis is the numberselectedfeatures.x-axis is the fre-
quency of theGabor�lters, in cyclesperfacea)For 5 frequencies,
rangingfrom 3 to 12 in half octave intervals, thedistribution was
skewed to the higher frequencies.b) For 9 frequenciesranging
from 3 up to 48, the distribution wasmorebalanced,peakingat
roughly17cyclesperface.

We then reintroduced the approachesto multiclass
SVM'sfoundto beoptimalin Section3.1,andappliedthem
to theAdaSVMsystem.Resultsfor usingall possibleclass
partitionsandtraininganMLR matrix insteadof votingare
shown in Table4. Theperformanceenhancementwith these
approachesis small, if any. Optimalperformancewith the
AdaSVM wasobtainedwith thesimplerparadigmof 1:all
partitionsand voting, which is a considerablesavings in
trainingtimeoverall possiblepartitionsandMLR.
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SVM AdaSVM AdaSVM AdaSVM
Partitioning 1:all 1:all all poss. all poss.
Combining vote vote vote MLR

89.8 93.1 93.8 93.5

Table 4: Performanceof all possiblepartitions and MLR for
AdaSVM's. Performanceis shown for nonlinear SVM's and
AdaSVM's (with 900 features)for 96x96 imagesand 9 Gabor
wavelengths(2:32).

Number of Support Vectors We next examinedthe ef-
fectof featureselectionby Adabooston thenumberof sup-
port vectors. Smallernumbersof supportvectorsproffer
two advantages:(1) the classi�cation procedureis faster,
and(2) the expectedgeneralizationerror decreasesas the
numberof supportvectorsdecreases[27]. The numberof
supportvectorsfor the linear SVM rangedfrom 10 to 33
percentof the total numberof training vectors. Nonlinear
SVM's employed 14 to 43 percent,despitebettergener-
alizationperformance.Featureselectionby Adaboostre-
ducedthenumberof supportvectorsemployedby thenon-
linearSVM in theAdaSVMsystem,to 12 to 26percent.

4 Comparison to Linear Discrimi-
nant Analysis

A previous successfulapproachto basicemotionrecogni-
tion usedLinear DiscriminantAnalysis (LDA) to classify
Gaborrepresentationsof images[20]. While LDA maybe
optimal whenthe classdistributionsareGaussian,SVM's
may be more effective when the class distributions are
not Gaussian.Table5 comparesLDA with linear SVM's.
Theclassi�ersweretestedon 48x48imagesusingthenine
wavelengthGaborrepresentation(2:32 pix/cyc). A small
ridgetermwasusedin LDA.

The performanceresults for LDA were dramatically
lower thanSVMs. Performancewith LDA improvedby ad-
justingthedecisionthresholdfor eachemotionsoasto bal-
ancethe numberof falsedetectsandfalsenegatives. This
approachis labeledLDA in Tables5 and 6. This form
of thresholdadjustmentis commonlyemployedwith LDA
classi�ers, but it usespost-hocinformation, whereasthe
SVM performancewaswithoutpost-hocinformation.Even
with the thresholdadjustment,the linear SVM performed
signi�cantly better.

4.1 FeatureselectionusingPCA

Many approachesto LDA alsoemploy PCAto performfea-
tureselectionprior to classi�cation. For eachclassi�er we
searchedfor the numberof PCA componentswhich gave
maximumLDA performance,which wastypically 40 to 70
components.The PCA stepresultedin a substantialim-
provement. The combinationof PCA and thresholdad-
justmentgave performanceaccuracy of 80.7% for the 7-

alternative forced choice,which was comparableto other
LDA resultsin the literature [20]. Nevertheless,the lin-
earSVM outperformedLDA evenwith thecombinationof
PCA andthresholdadjustment.SVM performanceon the
PCArepresentationwassigni�cantly reduced,indicatingan
incompatibilitybetweenPCA andSVM's for theproblem.
PCAis anunsupervisedfeatureextractionmethod,andmay
focuson aspectsof the imagevariability thathappento be
irrelevantto the task. Adaboostexplicitly focusseson fea-
turesrelevantto thetaskat hand.

4.2 FeatureselectionusingAdaboost

We next examinedwhetherfeatureselectionby Adaboost
gave betterperformancewith LDA than featureselection
by PCA. Adaboostwas usedto select900 featuresfrom
9x8x48x48=165888 possibleGabor featureswhich were
then classi�ed by LDA (Table 5). Featureselectionwith
Adaboostgave betterperformancewith theLDA classi�er
thanfeatureselectionby PCA. UsingAdaboostfor feature
selectionreducedthe differencein performancebetween
LDA andSVM's. Nevertheless,SVM's continuedto out-
performLDA.

LDA SVM (linear)
Featureselection

None 44.4 88.0
PCA 80.7 75.5

Adaboost 88.2 93.3

Table 5: Top Row: ComparingSVM performanceto LDA on
48x48pixel images.Thetwo classi�ersarecomparedwith nofea-
tureselection,with featureselectionby PCA,andfeatureselection
by Adaboost.

4.3 Imagealignment

Anotherdifferencefrom previousimplementationsof LDA
for expressionrecognitionwasimagealignment.WasLDA
moresensitive to alignmentnoisethanSVM's?Expression
recognitionperformanceusing the automaticallydetected
face imageswas comparedto performanceusing images
that were aligned using hand-labelingof internal feature
points. Six pointson eachfaceimageweremanuallylo-
catedwith a mouse(the cornersof eacheye, the nosetip,
and the mouth center). Eye centerswere de�ned as the
meanof the eye corners. Imageswerethenrotatedin the
planeso that the eyeswerehorizontalandscaledto align
theeye centersaswell asthemidpointbetweenthemouth
andnosetip.

As shown in Table6, thehandalignmentofferedno im-
provementin performanceover the automaticallyaligned
faceimagesfor eitherLDA or SVM's. This is in part due
to the fact that the imagesarealreadyfrontal (up to 10 de-
grees)andupright.This would notgeneralizeto signi�cant
posevariations.
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PCA-LDA SVM AdaSVM

FaceFinder 80.7 88.0 93.3
HandAligned 76.8 86.2 91.3

Table6: Comparisonof performancewith automaticallylocated
faces(top row) andhandalignedfaces(lower row).

5. Generalization to other datasets
We testedthe systemon a secondpublicly available data
set,Picturesof Facial Affect (POFA) [9]. POFA contains
110imagesfrom 14subjectsposingfacialexpressions.The
facialdisplayswereguidedby Ekman'sobservationsof the
facialexpressionsof basicemotion.Thebestpublishedre-
sultonthisdatasetuntil now [5] is 90%,but thiswasamean
overasetof two-way forcedchoices.In this paperwe con-
ducta7-wayforcedchoice,wherechanceis 14%insteadof
50%.

Resultsare shown in Table 7. AdaSVM's trainedand
testedon this datasetusing leave one subjectout cross-
validation obtained97.3% accuracy with a linear kernel,
and95.5%with an RBF kernel. Featureselectionby Ad-
aboosthad a signi�cant impact on performancefor this
dataset.SVM's trainedon the full setof Gaborsobtained
only 79.1%correct. Featureselectionmay be particularly
importantfor training SVM's on smallerdatasetssuchas
this. We arecurrentlycollectinga datasetof 250thousand
imagesto investigatethis problemfurther.

Training and testingon a combineddatasetconsisting
of bothDFAT-504 andPOFA alsogave strongrecognition
results.Generalizationperformancewasagaintestedusing
leave-one-subject-outcross-validation.

AdaSVM AdaSVM
linear RBF

POFA 97.3 95.5
DFAT-504+POFA 91.4 93.1

Train: DFAT-504Test:POFA 56.0 60.0

Table7: Generalizationperformanceusingleave-one-outcross-
validationon thePOFA datasetaloneandon thecombinedDFAT-
504 andPOFA datasets.The bottomrow givesperformancefor
trainingon DFAT-504andtestingon POFA. TheAdaSVMswere
testedfor 96x96 images,9 frequencies,and 953 Adaboostfea-
tures.

Generalizationacrossdatasetswas substantiallylower.
A nonlinearAdaSVM trainedon DFAT-504 andtestedon
POFA obtained60% correct. This highlightsthe needfor
largetrainingdatasetsof facialexpressionswith variations
in imageconditionsin orderto generalizeacrossimagecol-
lectionenvironments.While theFaceFinderwastrainedon
a largenumberof faces(5000positiveandmillions of neg-
ativeexamples)with many lighting conditionsandotherir-
regularities,theonly conditionbeingroughly frontal pose,
the expressioncoderwas trainedon a single datasetwith

a uniformly controlledenvironment. The result is that the
face�nder is robustto real-world application,while theex-
pressioncoderperformswell only within a givendatasetor
combinationof datasets.

6 Real-time expression recognition
fr om video

Wecombinedthefacedetectionandexpressionrecognition
into asystemthatoperateson livedigital videoin realtime.
Facedetectionoperatesat24frames/secondin 320x240im-
agesona3 ghzPentiumIV. Theexpressionrecognitionstep
operatesin lessthan10msec.Figure4 showstheoutputof
theexpressionrecognizerfor a testvideoin which thesub-
ject poseda seriesof facial expressions.The tracesshow
outputsof eachof thesevenemotiondetectors.Theoutput
of thesadnessdetectorincreasesasheposesa sadexpres-
sion,andangerincreasesasheposesanger. Theoutputfor
neutralincreasesasthe subjectpassesthroughneutralbe-
tweeneachexpression.

Figure4: Examplesof real-timeemotioncodetracesfrom a test
video sequence.The top row shows framesfrom the sequence.
Continuousoutputsof eachof the7 expressiondetectorsis given
below.

Althougheachindividual imageis separatelyprocessed
andclassi�ed,theoutputschangesmoothlyasa functionof
time,particularlyunderilluminationandbackgroundcondi-
tionsthatarefavorablefor alignment.(SeeFigure5). This
enablesapplicationsfor measuringthe magnitudeanddy-
namicsof facialexpressions.

To demonstratethepotentialof thissystemwedeveloped
arealtime'emotionmirror' whichrendersa3D characterin
realtime thatmimicstheemotionalexpressionof a person.
(SeeFigure6). The emotionmirror is a prototypesystem
that recognizestheemotionof theuserandrespondsin an
engagingway.

In theemotionmirror, theface-�ndercapturesafaceim-
agewhich is sent to the emotionclassi�er. The outputs
of the7-emotionclassi�er constitutesa 7-D emotioncode.
This codewassentto CU Animate,a setof softwaretools
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Figure5: Outputsof theSVM's trainedfor neutralandsadness
for afull testimagesequenceof asubjectperformingsadnessfrom
theDFAT-504database.TheSVM outputis thedistanceto thesep-
aratinghyperplane(themargin).

for rendering3D computeranimatedcharactersin realtime,
developedat the Centerfor Spoken LanguageResearchat
CU Boulder[21]. The 7-D emotioncodegave a weighted
combinationof morphtargetsfor eachemotion.

Figure6: Examplesof theemotionmirror. Theanimatedcharac-
termirrorsthefacialexpressionof theuser.

In pilot studiesfor futureprojects,we recordedsponta-
neousreactionsto a seriesof videoclips andimages.Fig-
ure7 shows thereactionof two subjectsto anamusingim-
ageimmediatelyfollowingadistressingclip. Theautomatic
codesfor bothsubjectsshow increasingjoy anddecreasing
disgust,but thebaselinelevelsandthetrajectoriesdiffer.

6.1 Personidenti�cation fr om expressiondy-
namics

In anotherstudywe exploredwhetherthesequenceof out-
putsfrom theexpressionrecognizercouldbeusedfor per-
sonidenti�cation. Eight subjectsposedeachof thesix ba-
sic emotionsthreetimes over in randomorder. Figure 8
shows the automaticcodesfor two different expressions,
fear, which is dif�cult to pose,andsurprise,which is easy
to pose.Weshow thethreetrajectoriesfor eachemotionfor
two differentsubjects.Thetrajectoriesof theoutputswere
idiosyncraticfor eachpersonandcouldbeusedto recognize
the identity of theperson.Using nearestneighborclassi�-
cationon the responseof eachof the 7 emotiondetectors,
averagedin time windows, wassuf�cient to recognizethe
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Figure7: Spontaneousreactionsto emotive imagesandvideo.
Uppersection:Examplesof framesfrom videosequencesof sub-
jects 1 and 2 respondingto the samestimulus. Lower section:
Tracesfor disgust (lower, blue curve) and joy (upper, green-o
curve) areshown for subjects1 and2 .

identity of theeightsubjectsin this pilot studywith 100%
accuracy.
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Figure8: Tracesfor repeatedposedexpressionsof fear(left) and
surprise(right) for two subjects.Subject1 is in red/gray. Subject
2 is in blue/black.

7 AutomatedFacial Action Coding

In order to objectively capturethe richnessandcomplex-
ity of facialexpressions,behavioral scientistshave foundit
necessaryto developobjectivecodingstandards.Thefacial
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actioncodingsystem(FACS)[10] is themostobjectiveand
comprensive codingsystemin the behavioral sciences.A
humancoderdecomposesfacialexpressionsin termsof 46
componentmovements.A longstandingresearchdirection
in the MachinePerceptionLaboratoryis to automatically
recognizefacial actions(e.g. [8, 1, 2]. Threegroupsbe-
sidesourshave focusedon automaticFACSrecognitionas
a tool for behavioral research:[26, 23, 16]. Systemsto date
still requireconsiderablemanualinput,unlessinfraredsig-
nalsareavailablefor locatingtheeyes(e.g.[16]).

Herewe apply thesystempresentedabove to theprob-
lem of fully automatedfacial actioncoding. The machine
learningtechniquespresentedabove wererepeated,where
facialactionlabelsreplacedthebasicemotionlabels.Face
imagesweredetectedandalignedautomaticallyin thevideo
framesandsentdirectly to therecognitionsystem.

Figure9: Fully automatedfacialactioncodingsystem.

The systemwas again trained on Cohn and Kanade's
DFAT-504datasetwhich containsFACSscoresby two cer-
ti�ed FACScodersin additionto thebasicemotionlabels.
Automatic eye detection[11] was employed to align the
eyesin eachimage.Sevensupportvectormachines,onefor
eachAU, weretrainedto detectthepresenceof agivenAU,
regardlessof theco-occuringAU's. Positive examplescon-
sistedof the last (peak)frameof eachsequence,andnega-
tiveexamplesconsistedof all peakframesthatdid not con-
tain the targetAU, plus 313 neutralimagesobtainedfrom
the �rst frameof eachsequence.A nonlinearradial basis
functionkernelwasemployed. Generalizationto new sub-
jectswastestedusingleave-one-outcross-validation. The
resultsareshown in Table8. Systemoutputsfor full image
sequencesof testsubjectsareshown in Figure10. Thesub-
jectsarefrom DFAT-504andtrajectoriesof threedifferent
actionunitsassociatedwith thesameposedexpressionare
shown. Thesearenot repeatedposesof the sameexpres-
sion.

The systemobtaineda meanof 92.9%agreementwith
humanFACS labels for fully automaticrecognitionof 7
upperfacial actions.Theseperformanceratesareequalto
or betterthanothersystemstestedon this datasetthatem-
ployed manualregistrationor initialization [26, 16]. The
high performancerate obtainedby our systemis the re-
sult of many yearsof systematiccomparisons,(such as
thosepresentedhere,andalsoin [8, 1]), investigatingwhich
imagefeatures(representations)aremosteffective, which
classi�ers are most effective, optimal resolutionand spa-
tial frequency, featureselectiontechniques,andcomparing
�o w-basedto texture-basedrecognition.

Theapproachto automaticFACScodingpresentedhere,

a.

b.

Figure 10: AutomatedFACS measurementsfor full imagese-
quences.a. Surpriseexpressionsequencesfrom 2 subjectsscored
by the humancoderascontainingAU's 1,2 and5. Curvesshow
automatedsystemoutputfor AU's1,2and5. b. Disgustexpression
sequencesfrom 2 subjectsscoredby thehumancoderascontain-
ing AU's 4,7 and 9. Curves show automatedsystemoutput for
AU's4,7and9.

in additionto beingfully automated,alsodiffers from ap-
proachessuchas[23] and[26] in that insteadof designing
specialpurposeimagefeaturesfor eachfacialaction,weex-
ploregeneralpurposelearningmechanismsfor data-driven
facialexpressionclassi�cation. Thesemethodsmergema-
chine learningandbiologically inspiredmodelsof human
vision. Thesemechanismscanbeappliedto recognitionof
any facialactiongivenatrainingdataset.Theapproachde-
tectsnotonly changesin positionof featurepoints,but also
changesin imagetexturesuchasthosecreatedby wrinkles,
bulges,andchangesin featureshapes.

AU AU code Agreement No.examples
Innerbrow raise 1 93.5 123
Outerbrow raise 2 96.3 83
Brow corrugator 4 89.1 143
Upperlid raise 5 91.9 85
Cheekraise 6 93.9 93
Lower lid tight 7 87.2 85
Nosewrinkle 9 98.7 43

Table8: Generalizationresultsfor fully automaticrecognitionof
7 upperfacial actions. Agreementis measuredasthe percentof
imagescorrectlyclassi�ed
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Figure11: Fully automatedFACS detectsactionunits 1 and2
in a �eeting spontaneousbrowraisedisplayedin anunconstrained
situation. Humancoderslabeledthe action unit onset,apex and
offset

8 Conclusionsand Futur e Dir ections

We presentedasystematiccomparisonof machinelearning
methodsappliedto theproblemof fully automaticrecogni-
tion of facialexpressions,includingAdaBoost,supportvec-
tor machines,andlineardiscriminantanalysis.We reported
resultson a seriesof experimentscomparingmethodsfor
multiclassdecisions,spatial frequency ranges,featurese-
lectionmethods,andrecognitionengines.Bestresultswere
obtainedby selectinga subsetof Gabor �lters using Ad-
aBoostand thentraining SupportVectorMachineson the
outputsof the �lters selectedby AdaBoost. The combi-
nation of Adaboostand SVM's enhancedboth speedand
accuracy of thesystem.Thegeneralizationperformanceto
new subjectsfor a7-wayforcedchoicewas93.3%and97%
correcton two publicly availabledatasets,the bestperfor-
mancereportedsofar on thesedatasets.Theoutputsof the
classi�er containinformationaboutexpressionmagnitude,
andthuscanbe usedto captureinformationaboutexpres-
siondynamics.

The general purpose learning mechanismspresented
herefor data-driven facial expressionclassi�cationcanbe
appliedto recognitionof any facial expressiondimension
givena trainingdataset.Herewe presentedresultsfor both
automaticrecognitionof basicemotionsandautomaticfa-
cial actioncoding.

Our resultssuggestthat user independent,fully auto-
matic real time codingof facial expressionsin the contin-
uousvideostreamis anachievablegoalwith presentcom-
puterpower, at leastfor applicationsin which frontal views
can be assumed. The problemof classi�cation of facial
expressionscanbe solved with high accuracy by a simple
linearsystem,after the imagesarepreprocessedby a bank
of Gabor�lters. Linearsystemscarrya smallperformance
penalty(92.5%insteadof 93.3%)but arefasterfor real-time
applications(seetable3). Featureselectionspeedsup sys-
temsbasedonnon-linearSVM's into thereal-timerange.

Our work also indicatesthat the currentdatasetsmay
beinadequatefor furtherprogressanda new generationof
datasetis greatlyneededin the �eld. We arecurrentlyen-
gagedin alongtermeffort to developsuchdatasetsandhelp
accelerateprogressin the�eld.

The automatedfacial expressionmeasurementsystems
describedabove aligned facesin the 2D plane. Sponta-
neousbehavior cancontainconsiderableout-of-planehead
rotation.Theaccuracy of automatedfacialexpressionmea-
surementmay be considerablyimprovedby 3D alignment
of faces.Also, informationaboutheadmovementdynamics
is animportantcomponentof FACS.Membersof thisgroup
havedevelopedtechniquesfor automaticallyestimating3D
posein a generative model [22] and for warping facesto
frontal. See�gure 12. In thenearfuture, this processwill
be integratedinto our systemfor recognizingexpressions
from videoof unconstrainedinteractions.

a. b. c.

Figure12: Headposeestimationandwarpingto frontalviews. a.
4 cameraviews of a subjectat oneinstant.b. Headposeestimate
for eachof 4 cameraviews. c. Faceimageswarpedto frontal.

We are presentlyexploring applicationsof this system
including automaticevaluationof human-robotinteraction
[19], and deployment in automatictutoring systems[21]
and social robots. We are also exploring clinical appli-
cations,including psychiatricdiagnosisandmeasuringre-
sponseto treatment.
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